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Abstract Many application domains give rise to multidimensional data that can be naturally
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represented via tensors. The tensors used in most real-world applications are extremely large and
very sparse. The sparse tensor decomposition is an effective approach to predict the unobserved
data and is commonly used in machine learning, text analysis, healthcare analytics, and numerous
other applications. Sparse tensor-vector multiplication (SpTV) is one of the most fundamental
and time-intensive operations in computing tensor decomposition. In order to improve the
efficiency of related applications, this paper exploits the hierarchical parallelism for SpTV on
CPU-GPU heterogeneous parallel computing systems. First of all, we propose a multidimensional
partitioning method to map parallel SpTV to the underlying CPU-GPU heterogeneous and
parallel computing architectures. It utilizes the N—1-dimensional tensor partitioning to exploit the
inter-node parallelism and the matricized tensor partitioning to exploit the intra-node parallelism.
Second, based on the multidimensional data partitioning, we design a fiber-wise compressed
storage format for sparse tensors to reduce the memory footprint and optimize the computing and
memory accessing patterns in parallel SpTV. Third, we design the parallel streaming SpTV
algorithm, by adopting the fine-grained data partitioning method, the parallel streaming execution
scheme, and the tensor block sorting technique, to overlap the data swapping cost and the
computation overhead and further leverage the computing power of GPUs. The experimental
results show that the parallel and efficient SpTV algorithm achieves the speedup of up to 3. 28
compared to state-of-the-art (aeSpTV) on a CPU-GPU system.

Keywords CPU-GPU; heterogeneous and parallel computing; hierarchical parallelism; sparse

tensors; tensor operations
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A ARG R XA 5 o, GPUIFATE RS 8
LN TS Y
1. cudaHostAlloc(Pys +++) 5/ /45 CPU EHLN A 4L
XA ] 5
. cudaHostAlloc(Inds +++);
. cudaHostAlloc(Val, +++);
.cudaHostAlloc(Nys +++) 5
. cudaHostAlloc(o, -+ 3/ /7E CPU EHLNAFH 43 BL v
A7 2 1] 5
cudaHostAlloc (Y, =) 3 //%E CPU EHLNAFH 4
VI ] 5
6. U AKE X v;
7. VIR B K o 2 A 4 A7 At A% O A B sk et F 7 )
FAHLALET
8. cudaMalloc (P,_Dev. *++) ;//1E GPU & & W A7 1 43
B X i s ] 5
9. cudaHostAlloc(Ind_Dev, *+);
10. cudaHostAlloc(Val_Dev, ++);
11. cudaHostAllocCv_Dev. ) ;//TE GPU & # N AEH
J3 L o IAFAi A 8] 5
cudaHostAlloc (Y _Dev, ) ;//TE GPU ¥ £ N AT
ThATEE VIS ] 5
12. cudaMemcpy (P,s P,_Dev, -+, HostToDevice) ;//
W AT 155 T 75 B DN S HL N A7 A% i 33k &
e

Ul o~ W DN

13. cudaMemcpy(Ind, Ind_Dev, -+, HostToDevice);
14. cudaMemcpy(Val, Val_Dev, -+, HostToDevice) s
15. cudaMemcpy(v, v_Dev, -, HostToDevice);

16.SpTV (B P_Dev, Ind_Dev. Val_Dev. v_Dev,
Y_Dev, -+);//GPU L#IFF SpTV;

17. cudaMemcpy (Y_Dev, Y, -+, DeviceToHost) ;//
B R B N A e 21 EHLAAE .

5 ETHKERHEFHZRATRN

HRAE 3 1Tk , CUDA Kb B 72 32 240 15 4K
/e TR B R N e <3113 S R € g i
I ALEE I AT 2 5w AT LA B N BE 5 N AT
AR [ml S5 R 2 AT AT R GPU LAy
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e B b BRGU , $2 55 CUDA Y 22 [ 5 5345 2
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5.1 ZHAIEEHEXS

J T ARUE R CUDA #8540 Fie 1 IF-473 15
55 48 B Z A FRCE  Z AT AT AL 5 2T
sk e O AT S AR BE AR . i R R K] o2tk
TAE T ) GPU R IFATRI B R 1 2 )5 F
7 JR TTHE I X AR5 [ 4 (10 48 5 42 AR o0 R i Bk
Iy N PAS TS 88 subX” s B sub X, &
M/PH) i p={1, 2, -, P}. 4K BRI 43 5¢
B » B BT EEAS sub X #EA T I 7] GPU R 2G0T
5300 0 b i 20 B8 2 B4 4 sub X0 i — 2580 03 R g
AR BE R BB X A XA M/ (PR3 .
PRI I o A5 0 R T 0 B X e 40 X0 0k P X B SR B
X7, Hdje(l, 2, -, PXR), fEEA CUDA Y
155, B GPU Ze R X i g 1) — A~ B e X 1
frSpTVisH .

LIRS Hf T R 7R B T ) GPU £k R 9 0117 1Y 7k
A R, B 6 R T E VAT S N T ) £
CUDA it 47 B 40087 B2 % i 3] 43, Horb ik GPU
LRFEBOH f=2 L) K CUDA Wi i %cE: Ry 2. 1l 6 i
71N » 2R B R 43K i R RS 0 R T I X R
N P=2 4T 5B FF B GubX, " M subX, ) , 55 — 4>
CUDA it i 5 XF subX, "V #E 47 I 47 40 # L 25 — A
CUDA Ji 1 56} sub X, HEATIFATAL . 245, i —
W sub X,V R4y T p=2 A 40 BE A I B (XA
X, 8 subX, VKR53 f=2 A~ AR AR B (X,
LX) S BN AIRL B B R A 5 T 22 AN 250

ANk
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Thread, Thread,
GPU
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K6 AR VAR SN 2R T L e 4
R BE B R 2 s i CHE IR 5 GPU AR p=2 LU
K CUDA i iR 2)

FERER) . R RS — CUDA W AT 55 L S — A
GPU LA X, VAT HHA 28 A GPU Z X X
PEATF I 765 — 4 CUDA W IAE %5 L 5 — 4
GPU LA X, VAT 55 A GPUZ#E A X
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5.2 ZmHFITEITULE

TEZ a1 AL o, — 4 CUDA B —A~F4
MR subX” 5473547 SpTV iz AL H A [R5 55—
> CUDA i N EFEIE T — A7 S subX/ "
F GPU & W A7 . BB, 2348 17 AL 7E Xt
subX, " VAT AT BAT 5 S5 50 subX A
155 Z AR W T IFA7 0, 3747 SpTV B3k Y Bk 1
RESRAF L .

FENEAT S A CUDA Rl 347 Sp TV
WFFEEARE I NEE. (D EHEERGNT: B7
) S SO sub X T e L R 2 GPU & N AF
(2) HATIHE 4235 GPU JE I AT X sub X, Al
o] & o PEATIEAT Sp TV Bin iz 5. (3) WENTFE
FAF e BB WA I S5 Rk s e sub Y, A5 4 19
FAEP L W7 B T TR SN E GPU 23
FEATAL ML AR 1], Horp CUDA SR AR 18R 2,
HAERA CUDA i SR AT fE v, « A7 3k
HNAER B L  IHAT Sp TV i858 F“ 1 45
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frAR
CUDAf,
CUDAiAE
CUDAIE,
CUDA

ket Py
TR

CUDA,
CUDAfE
CUDARE,

CUDAfE

Af subx I ';J:S;}'i'\' b Bt

! | FAEE B P AE
| R R

LURIFATHAWE A 2T ]

U JEATSPTVIE Y

B4 AR A7

I BT HA MR

B/ 1 IE 17 i )

I rulff..t';

F7 BT 2T R A S A SR R 4] CHAR s CUDA R R 2)

R EAEN BRI = R AR I A M2
FEAH 22 AT AL BEHLAR B, 3k B0 sub X, 9345
H PATF RS sub X", 5 A 24~ CUDA i #t it
XF subX, VAT B AR NAE TR MRS N
R FAFMIAT SpTV AL . AN 7 ff s . B 1K
subX," N FEAE BB NAE B (S o 5T
SR S A B S W A TR PR S R T L
FATIH R Z 18 = A 347 B B> T 9847 SpTV
Hs T[] .
5.3 ETkERHEFNESRIFTHRAETEAR

TEZTIATIBATHLE T £ 50 B sub X 1 ik
PR [A]AFAE 25 5, PRI 0 45 500 e g Ak B IGT  5
T CUDA i Z a8 (5 -4 SR A I SRR .
R T ARAF AR ) Z I AT AR s AR SC i — 204
T — Rl Tk HCHE R ) Z RO TR R L
I PR A B B sub X AR BRI , 32 55 CUDA it
Z ARG RS ST IR AT

W 7 F IR BT S 4/ R BR Ak 3ESE I A
25 FORHZ AT HAR NS, 4 45 MR i b I
Fo 2R subX! Y s subX,” s subX ™ s subX, . 5K YRR
ARG 4 A B B By A T 7 42 B 4% K508 e ) 4k
BRI fR] A /INIEATHEST » I8 3L I ) A BRI K
subX:'? s subX” s subX.'® s subX V. W P~ , 7k =
HoHE 7 2 R et F — 20 Ak Z 3 34732 17 LA 1)
PERE .

H 4% B B 14 Ak BRES ] B e T AR T 3R A B
I PR K i B B R e B A B s o AE R T R
i DR I /) 0 JIGE P et 50 4 e %) Ak BRI 25 4 7 HE
¥ 48 B A TS A T AL A AR AR

6 MEREMIXN S 1R

6.1 SLIGIRIS

ARSCHT R IEAT I B A B Z YT AT Y
SpTV H R REFA TIN5 43 B, S50k FH Y S 44 JF:
RS EE T —A4 14 #19 E5-2680 CPU@
2.40 GHz Ff1—A~ W 177 16 GB 1y NVIDIA Tesla
P100 GPU. FIrfi 58 rh . Z 90147 SpTV HIE N
IENPEY STRSTEN Wi S T

ZHIATI SpTV HILTE 6 4> Z Bir i FL 52 K
AR BT A HE S 3Bk 14
Frok . 1 ERA T X 6 N EE 05 5, Hrp
LWL LR L3 5 R R R S A 4 DT R 4E 2 K
/N NNZ FoRBR P AER o R A5 B 4
ratings-m1 F ratings-m20 3k H H ¥ #fE 7% R 4
MovielLens 1% F 7 % 52 19 F 20 2080 - 2177 A%
Fon P - B -4 0 3 B sk =YL B I 4R
user_ratedmovies 45 & T Movielens £% 45 5 & H. A
I 19 9 5T Internet Movie Database (IMDb)® il H, 52
P H & 4 Rotten Tomatoes ™ 1 #9 L 52 44l o 14 1
THP - -1 03 0ok & . B % user_
taggedartists 1 &% T fEL & Sk R 4t Last.fm V' 2 T
AT AR 2R R SRR 2 s, B — 4>
KA -FRERF- R 3Pk . sk
Submissions & F Kaggle “ 4t X 17 2 H i £ 79 =F
& RCE (B AR SEFE VP ER A BRI A 1 s 3

O http://www. imdb. com/

@ http://www. rottentomatoes. com/
@ http://www. last. fm/

@ https://www. kaggle. com/
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A . Bdi 4 Uber_Pickups 2k H NYC Taxi &.

Limousine Commission ( TLC)®, J&—/>4 sk &,

B T AT uber VT HUR A Y H 4 L[] L 28 B2 A
MR

x®1 HE&E

P B4 1, I, I, I, NNZ
MovieLens ratings-m1 6K 4K 5 / 1M
MovielLens ratings-m20 72K 131 K 10 / 1M
Moviel.ens-+IMDb/Rotten Tomatoes user_ratedmovies 72K 65 K 10 / 856 K
Last.fm user_taggedartists 2K 19K 13K / 186 K
Kaggle Submissions 3M 347K 2 / 2M
NYC Taxi & Limousine Commission (TLC) Uber_Pickups 2K 1K 24 183 3M

6.2 KHR

R T 2 YT SpTV Bk M IF 4115
VB RO ROR B 8 R T 5 Hi AT SpTV
BEAM . Z %47 SpTV Bk I frmE . £
FIAT SpTV FIEAE A B s 5 V243845 T
7. 3445 AT I b (A 55 7E Uber_Pickups | 3815
10. 60F5HAT I LY  FeAIRAE ratings-m1 _F3RAF 5. 334
AT .

= R{TSpTV mm LTSIV — IRl
30 12
25 10

Speedup

o &

& o"‘\ < 2 \'\5"\)
oA o { . " y
\\\ o N b-‘b\ > Q\
> e b & & /

x Y A& ) C,(
iy A& & - P
o w
&> S
o

K8 LYFFAT SpTV kA FHFAT Ik H

6.2.1 Z4EIAT SpTV R 7 PTAd

R TR Z W4T Sp TV B X HAT AT A8
Bom P B 10 @R T RETEAR R TR T A
B BRI LG . SEEE R R, 5R T TSR
SR Z2HFF 4T Sp TV Bk AE 8181 s
BIaRAs 7 3.57 f5 m b, o, 78 B 4R user
taggedartists Fll Uber_Pickups [ 345 5T & (1) il kb
(AR 3. 954 Fil 4. 58 /%) s 7E Submissions | FE i
HAZE AR AR (L. 645 M L) . 33 & XS T
SpTV L n iz B, I 18] 75 s IFFATHY N — 1 4 5k 4l
O3 AN EAE n U TH 0 48 5 ) 5K 1730 43, B LAY
KNG LARFEAAS 5 [Al i}, 22 BT 5, CPU
FA7 3 GPU B 55 N A7 AL i Bl AR AL 45 TR
LIS A o) & o, TEEAT A7 BB N AF BB 14 4

BF L B T 1) g o DAAR A 1A% i AR A A
TSR B i e 2 5 PR, B I ) T S IR AT Y
N—14e5k 5 30] 43 50 145 AL HE (AR
TR R ) f o 0 B 1 T A O PR T A )
FJEATAI Y R R b L AR R 1 TP g B .
user_taggedartists Fl Uber_Pickups (4 I, {8 1R /]y ( 52
B 2 Sp TV AL 1 B, B n=1) , BIA% i 1] 1
o I /N s U5 s T F AT ml 97 e M g BIR
BN 5 SR Submissions Y I B AR K . % % 0] i v Y
FHETE S I T & AR R R R T 2
PRItAT SpTV BRI BUE 4R F Y7y sl gofA7 Al
P

S T WS I W GPU 2B T 47 1 H B R 43 vh
T B3 25 £ A # A X 2 T A7 SpTV M RE MY 52
2 o T M B 25 41 2 P X o B R T I X R
/NEYSZIR 9 s 1 N Bk A £F dEERAE X 2 HO0F AT
SpTV a7t [RI A sE M . MR ZS F di e g i (il &2
KITAT SpTV L By s 17 I [|] - 349870 43. 61 %0
Horpr, 78 8085 £E user _taggedartists I B A6 50O %
£E G2 A7 B [k 2> 99. 83%0) 5 7 B ¥ 4 ratings-m1
AR 2= GaA TR R 9. 77 %0). ARHEFR 2
rh B N 25 SR e VR AR 80 1 R T RE B X AEAT
[r] F15) [r1) PR S 48 5 1) /0N o X 25 B2 38 AE %o
R OTA7 M 5B FRAR . — T 1, A7 [ 4 5 /N CRP
L) W 45 UL E 08 AH 7 b 4 % 1] o AR BE (] A, AR
P AR SCHIT R FH B9 7 10 7 2 21 4 TR 40 A7 A =L 8 1)
4 g /N CRIV VL) 1 45 U8 RE A 0L 1 9 /N P R
ANFRGE SR A B KN TR T EHLNAE S5
WAEZ (8] R e 8 5 . 59— 7 i . i B 2 47 4kl
15 user_taggedartists Ji& & M i 4% BE R R BG i, 3k
FICR RS A rh b o A AR AR MR b AR 3R T 2

® https://www. nyc. gov/site/tle/index. page/
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e IFAT R 53 I, BRAT AP 1Y JF A7 AR A . R
I 3% 25 £ Ak 48 A A K50 4R user _taggedartists | B
WRCR T [P AR Z T N R 28 2F 43R 7R
ratings-m1 _F A PLALASCR BB B4 W &

N TR 2 %It 4T SpTV X GPU AT R 4K

10 .
g B LRIATSPTV
g A B 4% £T 4k (1 6 9 I+ 47SpTV
§6 : P 4777
e 2019 2494
2 0961105 1226 1 20 1,058 -
o W 0’% 0283 0'_28_4 164. .
.-.’@\ @’Q o _\.,_\"'-‘ & \.\H\\Qﬁ
& 4 g & 2 O
i t\\"\ﬂ\“f \\}\WY‘ Q‘Q’h@ AQN\\ §‘@\ \‘\
A SR A A
6.? o

F9 A GPU 268 9% 17 10 5 B4 R 23 vb ) B 2 27 e 4R
M £ 9% FEAT SpTV PERERI S I

EE AP R, B 1L BR T GPU AT R B o
B 1.4.16 F 64 BB E R is AT iR . il TR
GPU LR A A 38T 45 A1 B0 57, H AT i 15
L E 11 8w, 2900747 SpTV #F GPU £ 2 |- 3%
P BAFRIEAT AP B . 52 14 GPU 2
. R 64 4> GPU I AT &R I 2 90147 SpTV &
32 AT I R 7E 6 SR s AR kA T
56. 915 ik L .
6.2.2 ZUWIFAT SIS B IEAL

B2 HA T AR 3 F ke i e HE e 1 2 3 01
TTHAR ACRHZ I TR AR SR T Tkl
HEP 10 Z AT H AR M 2 HIT1T SpTV ik is 1T
BFIR] . SO 45 SFUE B, 35 1 5K BRI () 2 0T AT
SEMSBERS N 2T AT SpTV =4k RAFIIALRCR . 5

%2 B GPULRRIFATHIFERER 5> bR = AT 4IRS Sk E R FFIERE X, K /N FIZ BRI

Bl IXM, CRMBZ 2748 NNZ/LXM) R 2R 1M, M2 2745 NNZ/U, X M) (MR %47 4)
ratings-m1 6040X19 760 8. 38E-03 604016 912 9. 79E-03
ratings-m20 71201 306 420 1. 13E-04 7120X70 147 2. 10E-03
user_ratedmovies 71534 X651 330 1. 84E-05 71 534X63 015 1. 90E-04
user_taggedartists 2100X23 705 536 3. 75E-07 2100109 750 8. 09E-04
Submissions 3253 292X693 430 7.08E-07 1596 660121 318 8. 24E-06
Uber_Pickups 1717 X5 006 880 3. 85E-04 1717X692 597 2. 78E-03
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**Fﬁﬁ?gﬁgﬁ%ﬂ?ﬂﬁzmﬁ ﬁﬁ*ﬁ Hﬁ {R*FH W A Tk e R
Z I TEOR WAL B AT I AP 34930 1 40, 09%. £4 _f‘;'?”l‘ “U““ WY
o i 3t Ui 3
Hodr, 75036 4E user_taggedartists 11 Submissions | ) =2 I I : ' I I
MEACBOR B2 w47 I )8 2L 16. 8096 #1127, 1425 l LA I
N D
M7 th oA L 2 T BOR S T {5 P P
o \I\ S Cb \‘A Q
[ R A T T80 o 22440 7 T 2 0 0 5 ) 5 9P T g y =
T[] R 22 BN L 22 8047 SR W fr) T SR
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{5 5 6] O T I, M AT NINZ B8 K /0N 353 s ] B ke
FEHARFA I AT T . R 2 FR T R R B A B MR 2= 2R 4E )5 i i B 5

user _taggedartists 1 Submissions , — J5 T » iX B~ %%
a6 09 A M AR R K, 31X 5 B0 {5 IR e S
(] B ) o BEAR O 5 53— D T o 36 T /8040 4 1) 2% A
X INOIM R £ 4EF5 ) AEFTTER 143 A A B
XA LA B A AR T TR B TR ]
PR S NE) BLAY 5 PRSP T Y i AL
IER {5 I ) AR5 I TR AH 22 80K PR 2 i O R A7 SR
ML B 2%

SR Z WA HOR B REAA TG R T 5
Tk PR 9 2 O T ORI A TR AT I ) B
SRS T 17.48% . Hirp, 7E £ HE 4 Submissions
AP ROR Bt GE AT I TR I D 29. 6520) . M4
7% 21 A9l . Submissions J& I A7 £ 45 AR ZE T

KB, BT R & AR A ik i B sub X0 AR R TT I 8L
A 22 R X A g Ay B Ak B S R) A 22 K A
B BT R S YA R sub X T KN ZE
NGRS & 95 =5 Z NI AU RPN sy R RS CiN ]
TS5 25/ Nk B T A GRS P T E
T RAS B A DAL AR . BN sk i HE e B R 78
Submissions |+ H8 2 B H B4 PR AL AR .
6.2.3 HIA TAERXT L

13 JBR T 2901171 SpTV 565 cuSPARSE
JEOR aeSp TV FE 6 A4~ I 3B 46 _F 9 7% i i X6
o . BTk X5 m o ) SpTV AR n iz BA Y T

© https://docs. nvidia. com/cuda/cusparse/
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X 5 AR R T B A L XY o B
Ji [ 7 ) 1= (Sparse Matrix-Vector Multiplication,
SpMV)iz %, H. cuSPARSE #2 4t T — 20 1 T 4b B R
iR P HE AL AR SR L th NVIDIA 242w kT
CUDA i RI7E GPU Bt 5928 . PRI, AR5
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H AR AT TR KR 2 90T Sp TV Ak
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THEE R A R [ TR R0 RN A K ENLNAF
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I TEREDEH .
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aeSpTV 5 Z %I4T SpTV ELHE R 73 FA7- ik 7 i
ANIF] s 2 TF4T SpTV 4% 5K 5t Ji& TR [ (14 57 [ 2 2
XFEFR TR AT IATAE 55 R0 o3 TR AR A7 A, S R0
I 2 GPU L ARN AN TT 28 A 2R 5 | 2 A
15 5 s SR M aeSp TV #e 5K 1 J]& FF5E 4 A9 47 1) 4 B %)
T TC R BT R Aa A7 At o PR K i 4R0RLE 43 Heoh g
AT T2 T aeSpTV H A G ROR , A0 2
FIHTE 2 GPU L AR I, 75 2 X0 5K f 64 7 00 2400k FE (1)
K143 o Bl 2 02k B - S IR A B R 25 4T RO E
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7T B &
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SpTV X453 J5 ¥ » R I 1] 15 s T 47 1Y N-1 4k 5K
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SpTV iz Fw it 2R A « 2 90117 /9 0 4ii X CPU-
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BB RRATA R AR 6 U A Bl
2 £ X W

[1] Poulenard A, Guibas 1. J. A functional approach to rotation
equivariant non-linearities for tensor field networks//
Proceedings of the IEEE Conference on Computer Vision and
Pattern Recognition (CVPR2021) , Virtual Event. 2021:
13174-13183

[2] Huang C.Ringenn: Exploiting algebraically-sparse ring tensors
for energy-efficient cnn-based computational —imaging//
Proceedings of the ACM/IEEE Annual International
Symposium on Computer Architecture, ISCA 2021, Valencia,
Spain, 2021: 1096-1109

[3] Zheng Y., Huang T, Zhao X, et al. Fully-connected tensor
network decomposition and its application to higher-order tensor
completion//Proceedings of the AAAI 2021 Conference on
Artificial Intelligence, AAAI 2021 Conference on Innovative
Applications of Artificial Intelligence, EAAT 2021, Symposium
on Educational Advances in Artificial Intelligence, Virtual
Event, 2021: 11071-11078



12 I )

2L

£l 2024 4F:

454 ¥
[4] Toannidis V N, Zamzam A S, Giannakis G B, et al. Coupled Transactions on Parallel Distributed Systems, 2021, 32 (1) :
graphs and tensor factorization for recommender systems and 131-146
community detection. IEEE Transactions on Knowledge and [17] Qin E. Jeong G, Won W, et al. Extending sparse tensor
Data Engineering, 2021, 33(3):909-920 accelerators  to support multiple compression formats//
[5] Kwon Y, Lee Y, Rhu M. Tensor casting: Co-designing Proceedings of the IEEE International Parallel and Distributed
algorithm-architecture ~ for  personalized — recommendation Processing Symposium, IPDPS 2021. Portland, USA, 2021:
training//Proceedings of the IEEE International Symposium on 1014-1024
High-Performance Computer Architecture, HPCA 2021. [18] Chen Y. li K. Yang W, et al. Performance-aware model for
Seoul, Republic of Korea, 2021: 235-248 sparse matrix-matrix multiplication on the sunway taihulight
[6] Chou S, Jang J R, Yang Y.Fast tensor factorization for large- supercomputer. IEEE  Transactions on Parallel Distributed
scale context-aware recommendation from implicit feedback. Systems, 2019, 30(4):923-938
IEEE Transactions on Big Data, 2020, 6(1):201-208 [19] Bell N, Garland M. Implementing sparse matrix-vector
[7] Ho J C, Ghosh J, Sun J.Marble: high-throughput phenotyping multiplication on throughput-oriented processors//Proceedings
from electronic health records via sparse nonnegative tensor of the ACM/IEEE Conference on High Performance
factorization//Proceedings of the ACM SIGKDD International Computing. SC’09. Portland, USA, 2009: 1-11
Conference on Knowledge Discovery and Data Mining. KDD” [20] Rhu M, O’ connor M, Chatterjee N, et al. Compressing DMA
14. New York, USA., 2014; 115-124 engine: Leveraging activation sparsity for training deep neural
[8] Ren Y, Lou J, Xiong L., et al. Robust irregular tensor networks//Proceedings of the IEEE International Symposium
factorization and completion for temporal health data analysis// on High Performance Computer Architecture, HPCA 2018.
Proceedings of the ACM International Conference on Vienna, Austria, 2018: 78-91
Information and Knowledge Management. Ireland. 2020: 1295- [21] LiJ, SunJ, Vuduc R W.Hicoo: hierarchical storage of sparse
1304 tensors//Proceedings of the International Conference for High
[9] Wang Y. Chen R. Ghosh J. et al. Rubik: Knowledge guided Performance Computing, Networking. Storage, and Analysis.,
tensor factorization and completion for health data analytics// SC 2018. Dallas. USA, 2018: 19:1-19:15
Proceedings of the ACM SIGKDD International Conference on [22] Smith S, Ravindran N, Sidiropoulos N D, et al. SPLATT:
Knowledge Discovery and Data Mining. Sydney, Australia, efficient and parallel sparse tensor-matrix multiplication//
2015: 1265-1274 Proceedings of the IEEE International Parallel and Distributed
[10] Kolda T G, Bader B W.Tensor decompositions and applications. Processing Symposium, IPDPS 2015. Hyderabad, India,
SIAM Review, 2009, 51(3):455-500 2015: 61-70
[11] Ranadive T M., Baskaran M M. An all-at-once CP [23] Smith S, Karypis G. Tensor-matrix products with a compressed
decomposition method for count tensors//Proceedings of the sparse tensor//Proceedings of the Workshop on Irregular
IEEE High Performance Extreme Computing Conference., Applications-Architectures and Algorithms, IA3 2015. Austin,
HPEC 2021. Waltham, USA, 2021 1-8 USA, 2015: 5:1-5.7
[12] Won T, Park I, Lee D. et al. Slicenstitch: Continuous CP [24] Abubaker N, Acer S, Aykanat C. True load balancing for
decomposition of sparse tensor streams//Proceedings of the matricized tensor times khatri-rao product. IEEE Transactions
IEEE International Conference on Data Engineering, ICDE on Parallel Distributed Systems, 2021, 32(8):1974-1986
2021. Chania, Greece, 2021: 816-827 [25] Dun M. Li Y. Yang H. et al. An optimized tensor completion
[13] Karsavuran M O. Acer S, Aykanat C. Partitioning models for library for multiple gpus//Proceedings of the International
general medium-grain parallel sparse tensor decomposition. Conference on Supercomputing, ICS” 21. USA, 2021:
IEEE Transactions on Parallel Distributed Systems, 2021, 32 417-430
(1):147-159 [26] Liu J, Ren J, Gioiosa R, et al. Sparta: high-performance,
[14] Chen Y, Xiao G, Ozsu M T, et al.aesptv: An adaptive and element-wise sparse tensor contraction on heterogeneous
efficient framework for sparse tensor-vector product kernel on a memory//Proceedings of the ACM SIGPLAN Symposium on
high-performance computing platform. IEEE Transactions on Principles and Practice of Parallel Programming, PPoPP” 21.
Parallel Distributed Systems, 2020, 31(10):2329-2345 Republic of Korea, 2021: 318-333
[15] Helal A E, Laukemann J, Checconi F, et al. ALTO: adaptive [27] QiuY, Zhou G, Zhang Y, et al.Canonical polyadic decomposition
linearized storage of sparse tensors//Proceedings of the ACM (CPD) of big tensors with low multilinear rank. Multimedia Tools
International Conference on Supercomputing, ICS”21. USA, and Applications, 2021, 80(15): 22987-23007
2021 404-416 [28] Harper F M, Konstan J A.The movielens datasets: History and
[16] Xiao G, Li K, Chen Y, et al. Caspmv: A customized and context. ACM Transactions on Interactive Intelligent Systems,

accelerative spmv framework for the sunway taihulight. IEEE

2016, 5(4):19:1-19:19



2 WRIIPHEE . BT S0 R G R 2 T FAT R g ok 1] e 51k 455

CHEN Yue-Dan, Ph. D., associate
professor. Her research interests include
high—performance computing, parallel and
distributed processing, AI and big data

computing.

XJTAO Guo-Qing, Ph. D., professor. His research
interests mainly include high—performance computing and Al

computing.

Background

Many applications give rise to multidimensional data that can
be naturally represented via tensors. The tensors used in most real—
world applications are extremely large and very sparse. The sparse
tensor decomposition is an effective approach to predicting the
unobserved data and is commonly used in machine learning, text
analysis, healthcare analytics, and numerous other applications.
SpTV is one of the most fundamental and time-intensive
operations in computing tensor decomposition. Therefore, there
have been a considerable number of researches on accelerating
SpTV on heterogeneous parallel computing systems.

Parallelizing and accelerating large-scale SpTV on
distributed CPU-GPU

challenges. First, how to effectively map SpTV operations to

architectures faces three main

target distributed heterogeneous multi—core architectures and
leverage the multi-level and hybrid parallelism. Second, how
to compress the storage of sparse tensors effectively. The data
structure determines the memory footprints and data access
patterns in SpTV. Third, how to fully leverage the computing

power of high—performance heterogeneous parallel computing
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systems for SpTV, based on the given task division method
and sparse tensor compression storage format.

To alleviate the above-mentioned challenges, this paper
exploits the hierarchical parallelism for SpTV on CPU-GPU
heterogeneous parallel computing systems. First, we propose
a multidimensional partitioning method to exploit the inter— and
intra—node parallelism for SpTV. Second, based on the
multidimensional data partitioning, we design a fiber-wise
compressed storage format for sparse tensors to optimize the
data access patterns for parallel SpTV. Third, we design the
parallel streaming SpTV algorithm to overlap the data
swapping cost and the computation overhead on GPUs.
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